
CS 4850 - Mathematical Foundations of the Information Age
Scribe Notes for Lecture on 02/01/2010

Goal:

Improving computation on n points in d-dimensional space
We can reduce the dimension of the computation without much loss of accuracy
ex. d=25000 down to, say, 50
There is a Theorem which describes this
The proof is a bit complicated, so to avoid losing people we will now review

Revisiting Probability Theory

Markov Inequality
→ should know what it states and how to prove it
Let x be a non-negative random variable, then
Pr(x ≥ a) ≤ E(x)/a
First you will be convinced that it is reasonable by visualizing that the proba-
bility mass falls in height as we proceed right along the axis describing the value
x takes on, moving past E(x), 2E(x), 3E(x).
In order to satisfy the integral given describing the expectation of a random
variable, E(x) =

∫∞
0
xP (x)dx, enough of the mass must be distributed close

enough to the expectation so that even if the remainder of the probabilty mass
stacked up on the origin, the expectation would still remain at what it is known
to be.
We then note that the following statement is equivalent
Pr(x ≥ aE(X)) ≤ 1/a

Proof of Markov Inequality

E(x) =
∫∞
0
xP (x)dx =

∫ a
0
xP (x)dx+

∫∞
a
xP (x)dx ≥

∫∞
a
xP (x)dx

since x is non-negative any integral over a non-trivial region it will yield > 0

now
∫∞
a
xP (x)dx ≥ a

∫∞
a
P (x)dx = aP (x > a) , since a < x

so aP (x > a) ≤ E(x)⇒ P (x > a) ≤ E(x)/a
�

Using Variance

We may also know the variance of the distribution and should use this knowledge
if we can
variance = σ2 = E(|x−m|2)
also σ2 = E(x− E(x))2

standard deviation = σ
note that we consider m to be the mean = E(x)
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technical note: taking a sample gives us a sample mean which slightly but
significantly differs from the true expectation, sometimes called the population
mean.
similarly, generate x1, ..., xn independently at random
normalize the vector: (x1,x2,...,xn)√

(x2
1+x

2
2+...+x

2
n)

Now consider the vector (x1, x2), noting that if we know x2 and the magnitude
of the vector, for instance given by it having unit length, then x1 is determined
and not statistically independent.
In particular, x1 =

√
1− x2

2

Another Example:
The Coal / Salt train known historically to move north and south along the
tracks near Cayuga Lake might be observed to be heading north 9 out of 10
times for a given smaple observation period. However, we cannot conclude form
this that there are 9 times as many northbound trains as southbound trains
due to the lack of statistial independence between northbound and southbound
trains.
They are considered statistically dependent because the train tracks form a
closed loop which every train must come around eventually.

Theorem: Chebyshev’s Inequality

Let x be a random variable with mean m and variance σ2.
Then Pr(|x−m| ≥ aσ) ≤ 1

a2

note: working with lingering absolute value signs makes reasoning about the
quantities difficult, so we eliminate them by considering the two possible cases
implied or by squaring the quantity enclosed in the absolute value

Proof of Chebyshev’s Inequality

Pr(|x−m| ≥ aσ) = Pr((x−m)2 ≥ a2σ2)
we now take (x −m)2 to be the x in Markov’s Inequality, and a2σ2 to be the
replacement of a similarly.
so from Markov’s Inequality we now have:
Pr((x−m)2 ≥ a2σ2) ≤ E((x−m)2)

a2σ2 = σ2

aσ2 = 1
a2

�

Related Bounds

When dealing with Gaussians in particular and similar probability distributions
for which the edge of the distribution falls off exponentially fast, we can give
stronger bounds.
These include Chernoff Bounds which we will revisit later in the course as well
as ”tail bounds” of a similar character.
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A brief word about Chernoff Bounds is that knowing that a random variable
x = x1 +x2 + ...+xn, where xi has finite variance, by the Law of Large Numbers
we know that it will exhibit a concentration of probability mass around the
expectation of the sum of random variables.
Foiling this technique, some random variables have no variance because they do
not fall off quickly enough and thus the integral as per the definition of variance
and expectation does not converge.
For such a distribution one sample is the best way to obtain an estimate of the
population mean because taking any more than one sample will only increase
the chance of including an outlier in the sample which would throw off the
estimate of the mean.

Random Projection Theorem

This is what we’ve been building up to, making life easier when dealing with
high-dimensional data.
Given n points in d-dimensional space, we can project the points onto a random
subspace of dimension k ≥ log(n) and preserve all pairwise distances except a
k
d contraction in the square of the distances.
as before, ex. d = 25000 → 50
say n = 100
We note that there is a limit to the effectiveness of this technique in lower-
dimensional space by taking for example a projection from a sphere onto a line,
the relative distances will surely not be well-preserved.
It is useful as well to note that working with a random subspace is hard so
we would prefer to effect a change of coordinates to make a fixed subspace,
in effect, making a random vector.
So, we start with an individual unit vector in d-dimensional space and we want to
project it onto a k-dimenional space, say arbitrarily that the first k coordinates
characterize this space.
Knowing that the original vector has unit length, the length squared is 1.
We assume that all of the individual dimensions are independent.
Using

√
x2

1 + x2
2 + ...+ x2

d = 12 = 1⇒ x2
1 + x2

2 + ...+ x2
d = 12 = 1

we then find that each coordinate has an expectation of taking on xi = 1√
d

We then project down onto the subspace described by the first k coordinates.
Using

∑k
1

1√
d

2 = k
d

we can see that this gives us k
d as the expectation of the square of the length of

the projection of the original vector.
Yes, that.
We note that the projection of the original vector does not need to retain unit
length.
When performing this projection, it is also noteworthy to not choose k = 1
because although the expectation of the single remaining coordinate will be
greater, it is unlikely to take on that value. We rely on the Law of Large
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Numbers to make it more probable for k coordinates to have the expectation of
their sum take on the desired scale factor.

Theorem

Now we want to be sure that the projected vector is indeed close to the desired
scaled length of k

d
Let z be a random unit length vector in d-dimensions as before.
Let z̃ = (z1, z2, ..., zk) be the projection of z onto a k-dimensional subspace, it
might well not retain the property of having unit length.
Let ε ∈ (0, 1)
Then we have Pr[|z̃|2 − k

d ≥ ε
k
d ] ≤ e− kε

2
16 = exp(−kε

2

16 )
Won’t finish today, but a proof would handle both cases where |z̃|2 > k

d and
|z̃|2 < k

d

note: if k ∼ log(n) then exp(−kε
2

16 )→ ( 1
n )

ε2
16 = ( 1

n ) to the ( ε
2

16 )
having n points means there are n2 pairs of points between which to take dis-
tances
From above, the probability falls as 1

n and this is another explanation of why
we need a large enough k for the dimension of the subspace we project onto.
Now starting on the case where |z̃|2 > k

d ,
Pr(z̃2 − k

d ≥ ε
k
d ) ≤ exp(−kε

2

16 )
|z̃|2 ≥ k

d + εkd ≥ (1 + ε)kd and now we define β = 1 + ε

Obtaining Pr(|z̃|2 ≥ β kd ) ≤ exp(−kε
2

16 )
This is the beginning of one case of the proof we have begun outlining, more
will follow next time.
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